Portal architectures

There has been considerable interest in appropriate architectures for building portals, and a number of solutions have been proposed.  In this chapter we will not analyse the architectures in detail, but will briefly look at what a portal is and what this means for the architectures and then look at what is needed in an architecture for building portals, using examples from some of the most important architectural models.

There is no common agreement as to what a portal is.  Many point out that the word means doorway (often taken to be a grand doorway such as that found at the main (west) door of a cathedral), with the implication that a portal is simply a way of accessing a number of services,   but as Strauss has stated “A Home Page Doth Not A Portal Make”
.  By which he means that it is not enough to simply bring a number of different channels or information sources together on a web page, there is a need to provide some degree of integration and customisation,  He goes on to describe  a portal as  a “Customized Personalized Adaptive Desktop” and it is worth exploring what he means by each of these terms before looking at some of the implications for how one might build a portal, and equally how one can set about shifting the entire organisation from where it is now to having a portal.
· Customised – The portal adapts to the user, and the more it knows about the user the better it should be able to adapt to their needs, whether the user is a member of teaching staff, administrative staff, a researcher, a student or a prospective student (or someone who occupies several of those roles – for instance a post-graduate student who also teaches).  It should also be able to adapt to the type of hardware that the user is currently using (PC on a LAN, PC on a dial-up line, Personal Digital Assistant (PDA) or smart phone).  This should be done as the user logs into the portal.

· Personalised – Allows the user to change the portal’s interface and behaviour to meet the user’s needs and preferences.  This would include the appearance (colours, fonts, size), channels subscribed to and their location on screen.

· Adaptive – Changes its behaviour depending on context.  Many people will have multiple roles, and will present information or channels depending on activity.  It will also have an understanding of time and be able to support workflows for example around marking exam papers.
· Desktop – It replaces the desktop environment, hiding the operating system by providing access to all applications and information that the user needs regardless of whether these are local or networked.

The last of these is the most contentious, and it will be a while before portals can attempt to do this.
Portals started from the idea that would help users if services from a variety of sources could be gathered together and presented to the user in a single place.  Initially this started off by including links to services in a single web page.  However, people quickly wanted their portals to do more than send users off to other sites.  In particular there was an idea that the portal should be designed around the various sources and enable the user to move easily between them all.  The concept rapidly moved beyond simple links to the concept  of channels.  Channels have the advantage that the portal has some control over their behaviour, including the possibility of automatically logging the user into them and of controlling the way the channel looks to keep a uniform look and feel to the portal.
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A wide variety of architectures have been proposed for portals, and three are shown here.  The point of showing these figures is to demonstrate the lack of agreement on precisely what a portal is, and therefore what their architecture should be like.  We will not look in detail at any of these, but instead use a very simple diagram which contains the key features of portal architectures and illuminate the discussion below.
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Figure 1: Portal architecture from JISC Information Architecture
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Figure 2: Portal Configuration from The Computer Measurement Group
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Figure 3: University of Warwick Portal Architecture

Users access a portal via their web browser, and sign-in to the portal server server, which provides them with web pages.  Assuming that the user has signed in they will be authenticated to any of the underlying services which they are authorised to use, which could be provided by the institution, or the services could be institutional services, or external to the institution (in which case they may require their own authentication methods which are not shown in this diagram).  The services are built as portlets, and these provide the interfaces between the applications and the portals, either directly or via middleware.  The applications can be anything from those shown in the JISC Information Environment Architecture (Figure 1: Portal architecture from JISC Information Architecture) such as cross-searching and aggregating systems to institutional systems such as student records, virtual learning environments, course catalogues and human resource systems.
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Figure 4:  Abstract Portal Architecture
From the above it can be seen that there are two issues which are central to portal architectures, these are single (or simplified) sign-on and integration of services, and we will look at each of these in turn.
Single (or simplified) sign-on
Members of most universities currently have a large number of user names and passwords.  In some universities this can be more than twenty different user name / password combinations.  Each time they start using a different system they will be challenged for their user name and password again.  With a portal the user should only have to log into the portal itself, and then the portal takes responsibility for logging the user into other systems as the user starts using them.  It is possible to achieve this in a variety of different ways.  There are two ways in which single sign-on can be implemented.  Either by altering the application so that they use the sign-on method that the portal uses (this is primarily for on-campus applications which can have their authentication methods altered) or by intercepting the authentication request when the user switches to a new application and passing the username and password on to the other system without any intervention from the user.  The latter can sometimes be used with external applications as well as internal ones provided that there is a way of mapping from the users institutional user name / password to that of the external system.  Thus it appears to the user that they no longer need to log into the systems if they access them via the portal. 

Many institutions are moving towards simplified / single sign-on whether or not they are developing a portal, as it provides the user with a valuable benefit of having a single user name and password to remember.  There is considerable discussion on whether or not single sign-on  improves security, as on the one hand it reduces the likelihood that the user will write down their password, but on the other hand if the user name / password is compromised then all the user’s systems are exposed.  It is therefore essential that users understand this and treat their user name and password as being as important as the most sensitive system that they have access to.  You might lend your keys to a friend to get into your house or borrow your car, but would you give them your bank card and pin number? With single sign-on if you gave them access to one they would automatically have access to the other.  In part, this explains why many people are now talking about simplified sign-on, whereby a common user name and password can be used for most systems but the most secure systems may require a different method of sign-on.  There is also a move towards biometric authentication, whereby you are validated not by what you know (a password) or what you have (a bank card), but what you are (finger print, iris).  This has the additional advantage that the user cannot forget their fingers or iris, or lend them to their friends.
Integration of systems

The key to creating a portal, rather than a web site, is the integration of systems, something that the IT industry has been striving for at least for the last thirty years in a number of different guises (for instance modular systems and object oriented systems).  In most institutions personal information (name, address, department) is held on multiple different systems (personnel, payroll, library, registry and so forth).  Which of these is the authoritative one?  Which (if any) of these are correct?  There are two issues that have to be resolved here: data ownership and data handling.

In most institutions the "owners" of systems gain much of their authority and power through that ownership and are reluctant to let go.  Personnel insist that they hold the authoritative name and address of employees, and the registry that it does for students (but someone may be both an employee and a student), and in many institutions the library insists on holding the same information so that it can chase up overdue books.  Departments often insist on collecting the information themselves (as they don't trust the central databases to be correct) and so the data multiplies.  When someone moves do they remember (or even know) to tell all these groups that they have moved?

To move beyond this each piece of information should have a single place where the authoritative version is held (we will look at how other systems use it below).  This means building up a data registry.  For each item of information the registry would include what that information is, where it is held, who is responsible for it and optionally how it may be used.  Many organisations are now doing this even if they are not creating a portal as it is one of the tools that can be used to understand and manage the information within the organisation.  For a portal it is essential, as without this users will see different information depending on which system they are accessing, and seeing that different systems hold differing (and often wrong) information can destroy users’ faith in the entire system.

The transformation towards data being held in a single location and used by many systems will not be easy as system (or data) "owners" will have to rely on others for information which they may have started collecting precisely because they did not trust that information source, or because the original data owner was unwilling to make the information available in a timely manner that met the other system owners needs.  However, the benefits are enormous both in terms having better, more reliable data and through the large savings that can be made through only collecting and updating data once and making it available to all systems as they need it. Furthermore, these benefits accrue whether or not a portal is built so that this worth pursuing even if you are not certain that you are going to build a portal.  If you are considering building a portal then the earlier that this process is started the better.  It will take a considerable amount of time to create the data registry, and even longer to negotiate who is the "owner" of each type of information.  It can then be taken to the next logical step which is determining who has authority to see and to update any piece of information.  For instance, in many universities students and staff can update some of their personal information such as address or phone number, whilst in others they may not.  The rules for this need to be determined so that systems can be built that meet these rules.
The implication of this is that systems will be drawing their data from different sources, and in new and more complex ways than hitherto.  Historically, in most places data is passed between systems through special purpose routines that have been written specifically to support that transaction.  This was manageable as few systems passed data so that the number of such routines that had to be written and supported was very small (see figure 1).  However, as the number of systems grows the number of potential links grows exponentially.  If the data has been rationalised through the creation of the data registry so that there is a single authoritative version of any data then the number of such links grows very rapidly and soon becomes unmanageable, as shown in Figure 6: Connections in a medium sized set of applications.
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Figure 5: Connections between a small number of applications
In fact,  Figure 6: Connections in a medium sized set of applications still shows a fairly small selection of applications, but already has over 30 links, each of which would have to be developed and maintained, and updated each time any of the applications involved is updated.  Most universities will have significantly more systems than this including payroll, estates management, student admissions, research grants management, publications, alumni etc. etc.  and those are just the central systems.  Many departments or schools will also have their own applications as well so that the number of applications may run in to the hundreds in a large university with the number of potential links running into the tens of thousands.   Each time any application is changed an increasing number of routines that interface with other programmes will also need to be changed.  Each of these is complex, with the result that the system rapidly becomes unmanageable.

[image: image7.jpg]: }

Student [ Course ™

Record Catalogue s YLE

N\ i

“ ] Human

Library —» Timetabling raEoeas

Student
Finance l«———Accommodation





Figure 6: Connections in a medium sized set of applications
Let us briefly consider an example of the data flows for a relatively simple transaction.  A student wishes to register to take a particular module.  The system may check the university accounts system to ensure that they are up to date with their fees, and thus allowed to register on modules, then it may check which degree they are registered on in the student record system and the course rules in the course catalogue to see if that module is valid for them.  Next it might check which modules they have already taken (in the student record system) and the pre-conditions for taking the module (in the course catalogue).  It could next look at which other courses they are registered on and the course timetables (timetabling system) to ensure that it is possible to take the requested module.  Assuming that all these checks are passed it might then check with the course management system that the course is not full.  Finally, having done all this the student is accepted onto the course, and the system may have to inform the student record system of the student's registration, then look up in the identity system the student's preferred form of communication (email, SMS etc) and send a message confirming the registration.  The student would also be registered into the virtual learning environment for the module and module registration system may check the course leader's preferred communication method and inform them of the students registration.  Finally it may post some billing information to financial systems.  The information flows are shown in Figure 7: Transactions required to register on a module.
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Figure 7: Transactions required to register on a module
There are many ways in which this problem can be addressed.  Special routines can be written to interface the module selection system with each of these other systems, but as we have already discussed this rapidly becomes unmanageable.  An alternative is to create an enterprise service bus (also known as a hub) which mediates all data requests, so that each application only has to write a single set of routines which interface between it and the enterprise service bus or a service can be written to handle each type of data request.  The enterprise service bus then has an application programme interface (API) which can be used by any application that needs to request information from, or pass information to, another application. 
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Figure 8: Using a enterprise service bus to integrate applications
An enterprise service bus is central system which handles data requests from all applications and retrieves the data from the appropriate system(s), and possibly passes information to other programmes as well.   It means that when a system is added (or amended) there is a need a build to single set interfaces between the system and the enterprise service bus. Requests for data are passed to the enterprise service bus, which is responsible for ensuring that the request is valid (ie. The application requesting it has the authority to access that data and that the user of the application has the authority to see the data), and then forwarding it to the appropriate application and receiving the data from that application, possibly re-formatting it for the receiving application and returning it.  While this is complex enough, the enterprise service bus will inevitably become more complex if updating of information is handled from outside the system that “owns” the data.  And this, unfortunately, will be inevitable.  For instance, the module selection application that we considered earlier may need to update the student record system, the virtual learning environment and the accounting system.  These updates all having to be securely handled via the enterprise service bus – including the ability to roll back if any part of the transaction should fail.  The advantage of the enterprise service bus is that the complexity of the systems grows linearly with the number of applications (rather than exponentially with the individually developed links).  However, the enterprise service bus will be an extremely complex application, the complexity of which grows as more information is shared between applications.  It will also need considerable re-engineering whenever a system is updated or replaced.
This has led to interest in using a service based approach.  This goes under a variety of names including service oriented architecture (SOA) and web services, where web services is a particular way of implementing a service oriented architecture.  It is worth looking at what service oriented architectures are, how universities might consider deploying them and some of the issues that they raise.

There are many definitions of service oriented architecture.  Here are a couple taken almost at random:

“A service-oriented architecture (SOA) defines how two computing entities interact in such a way as to enable one entity to perform a unit of work on behalf of another entity. The unit of work is referred to as a service, and the service interactions are defined using a description language. Each interaction is self-contained and loosely coupled, so that each interaction is independent of any other interaction.”

“A service-oriented architecture is essentially a collection of services (where a service is a function that is well-defined, self-contained, and does not depend on the context or state of other services). These services communicate with each other. The communication can involve either simple data passing or it could involve two or more services coordinating some activity. Some means of connecting services to each other is needed.”

Let us first look what at what a service is, then at how we might link the services together.  The key point to note in the definitions is that services are well-defined and self-contained.  Self-contained means that a service can exist and function independently of any other particular service or application.  This does not mean that it does not make use of other services.  An important part of the concept is that services can call upon other services to provide some of their functionality.  However as the services are independent any service which offers the same functionality and interface could be used  since there is no dependence on a particular service.  Thus services offer small, reusable, pieces of functionality that can be used to support or even assemble other services and applications.  The idea is not new, and builds on work of the object-oriented community going back at least as far as the mid 1970s and modular programming which has an even longer history.  However, there are several key differences in SOA.  Firstly, there is a presumption that the services can be automatically invoked by programmes at run time, instead of having to be assembled in advance of need by programmers.  Secondly, with the development of the Internet there is the assumption that services can exist (and be run) anywhere in cyberspace rather than having to exist and run on local machines.  Arising from this there are three problems that have to be solved.  One has to be able to locate services in order to be able to use them, which means that there need to be directories which list services, their functionality, where they can be found and the terms for using them.  These directories are called service registries, and there is a standard for them called Universal Description, Discovery and Integration (UDDI).  Secondly, there need to be standards for describing the services and their interfaces and for methods by which the services can communicate with each other.  Typically the interaction between the services is handled by another standard – the Simple Object Access Protocol (SOAP), Web Services for Remote Portals (WSRP) or JSR 168.  The format of the data these days is almost always expressed in eXtensible Markup Language (XML).  However, XML is a very general language so that a very large number of standards have been developed for more specific purposes which are expressed using XML.  Examples of these would include the IMS specifications for use in education, the IEEE Learning Object Metadata (LOM) standard, Security Assertion Markup Language (SAML) for autorisation, authentication and accounting and Electronic Business using XML (ebXML) for business transactions.
The advantage that a service oriented approach offers is that when new functionality is needed only the affected services need to be amended.  Because the services have well defined interfaces it becomes possible to replace services which offer new functionality so long as the interface remains the same.  Should the interface need to change then the services which it interacts with may also have to change.  If the service requires new data then the services that produces the data may also have to be changed.  To go back to our example of course registration, if there is suddenly an age limit imposed on some of the courses then that information would have to be passed from the catalogue (which may also have to be changed) and the students age (or date of birth) retrieved from the student record.  Only the services which retrieve data from the course catalogue and the student record need to be changed.  Similarly, should a new payment method become available then the accounting system would only need to make use of an additional service which handled the new method of payment (PayPal perhaps), without having to re-engineer anything else.
This provides the infrastructure on which we can build the portal in a unified and extensible way in order to provide the “Customized Personalized Adaptive Desktop” mentioned in the introduction to this chapter.
Issues

As is apparent the situation is extremely complex, with new standards and specifications
 being developed all the time.  In the educational domain there are already a plethora of standards and specifications to choose from including IMS
 (which itself has around 20 different specifications including IMS Enterprise, IMS Learner Information and IMS eportfolio), the Schools Interoperability Framework
 (SIF), Sharable Courseware Object Reference Model
 (SCORM), IEEE Learning Object Metadata
 (LOM), Dublin Core (DC) The Open Knowledge Initiative
 (OKI) Open Service Interface Definitions (OSID).   Con
Unfortunately, having a standard is not enough.  The standards are all extremely complex and many of them contain ambiguities, leaving them open to interpretation, so that even where a service claims that it is compliant with the standard it does not mean that it will be capable of interoperating with other services due to differences in interpretation of the standard.  There is therefore a need to be able to demonstrate compliance with the standard and thus the need for systems capable of testing for compliance.  In the educational context there is a European Union funded project called Telcert
 creating such as system, and starting with some of the IMS specifications. 
Portal developments in UK higher education
A number of universities are in the process of implementing portals (a few have already gone live).  The majority of implementations are based on uPortal
, either as the free, open source version of uPortal from JA‑SIG, or a commercially supported variant such as Luminis
 from SCT.  Much of the early work in this area was supported by the JISC
 which has run several programmes in support of the use of portals
 and service oriented architectures.  Initial work focused on information portals, and was concerned with helping users locate and access information resources through a variety of means including subject portals
.  It has also part funded some of the early developments of portals within universities, the best known being at the University of Hull
, which amongst other things undertook a detailed requirements study, literature review and introductory information on uPortal.
More recently JISC has funded an e-learning framework
 and an e-framework programme
 (the latter being jointly funded by the Australian Department for Education, Science and Training).  These are looking to develop a service oriented architecture for use in education, and many of the services are likely to be surfaced through portals.
Actions to take now
Whether or not you are planning to develop a portal in the near future there are a number of steps which will provide benefits, and ease the development of the portal when you decide to implement one.  These are:
· Implement simplified / single sign-on – this will provide great benefits to users by enabling them to use any of the systems that they are allowed to as soon as they have logged on to the system.  It also reduces the number of support calls as users to do not forget a single user name / password, or use the wrong one and ask for help.

· Have a single identifier for each person – this should be the same for that person regardless of their roles – prospective student, student, alumnus, employee.  Note that one individual may occupy several of these roles at the same time, but all systems should be required to use the same identifier, which once issued should be permanent.
· Create profiles for each role – different roles have different rights and responsibilities (lecturers, departmental secretary, payroll staff, deans etc. etc.).  Define the roles and rights of each group so that role based authorisation can be implemented.  Without this, it is necessary to define the rights of each individual.  This will form the basis for the personalisation of the portal.
· Create a data catalogue or registry – define all the data being used in the institution.  As far as possible ensure that there is only a single copy of any element (or where there are copies only one is considered authoritative and others are copies of it).
· Define data owners for each data element – who is responsible for the element, and what are their responsibilities.
· Implement “middleware” – in order to enable the levels of application integration discussed above implement some form of middleware to dispense with application to application communications in order to keep the number and types of interaction manageable and secure.
Bibliography
Gilmore B, Farvis K, and Maddock J Core Middleware and Shared Services Studies: Single Sign-On Report, JISC, 2004 http://www.jisc.ac.uk/uploaded_documents/CMSS-Gilmore.pdf 

The Open Group, Introduction to Single Sign-On, http://www.opengroup.org/security/sso/sso_intro.htm 
Ingram C and Awre C, Contextual Resource Evaluation Environment Literature Review, 2005, http://www.hull.ac.uk/esig/cree/downloads/CREEliteraturereview.pdf 
Strauss H, All About Web Portals: A Home Page Doth Not a Portal Make in Web Portals & Higher Education: Technologies to Make IT Personal Richard N. Katz, & Associates, Jossey-Bass, 2002, http://www.educause.edu/ir/library/html/pub5006.asp 
Portal - A portal is a Web-based application that provides personalisation, single sign-on, and content aggregation from different sources, and hosts the presentation layer of information systems.


Channel – Channels are individual applications or information sources which are made available through the portal.


Portlet – are components of portals to access information sources or applications such as library catalogues, news, email or even learning management systems and compose and display it to the user within the portal. Portlets are a means of implementing channels.

















� Strauss H, All About Web Portals: A Home Page Doth Not a Portal Make in Web Portals & Higher Education: Technologies to Make IT Personal Richard N. Katz, & Associates, Jossey-Bass, 2002


� � HYPERLINK "http://www.ukoln.ac.uk/distributed-systems/jisc-ie/arch/" ��http://www.ukoln.ac.uk/distributed-systems/jisc-ie/arch/� 


� Friedman E,  Performance and Capacity Planning Considerations for Web Portal Applications: Part I. Portal Applications and Performance Considerations for a WebSphere Portal, 2005, � HYPERLINK "http://www.cmg.org/measureit/issues/mit18/m_18_6.html" ��http://www.cmg.org/measureit/issues/mit18/m_18_6.html� 


� University of Warwick, e-strategy final report, 2001, � HYPERLINK "http://www.estrategy.warwick.ac.uk/FinalDoc/AppFDoc/appfdoc.html" ��http://www.estrategy.warwick.ac.uk/FinalDoc/AppFDoc/appfdoc.html� 


� � HYPERLINK "http://www.whatis.com/" ��http://www.whatis.com/� 


� � HYPERLINK "http://www.service-architecture.com/index.html" ��http://www.service-architecture.com/index.html� 


� A standard has been approved by an official standards body such as ISO (the International Standards Organisation), the British Standards Institute (BSI) or an organisation approved by ISO such as IEEE. Specifications have no such official backing and can be produced by anyone including industry bodies, academia. Specifications may be as important as standards, for instance most of the web is run on specifications produced by W3C.


� � HYPERLINK "http://www.imsproject.org/" ��http://www.imsproject.org/� 


� � HYPERLINK "http://www.sifinfo.org/" ��http://www.sifinfo.org/� 


� � HYPERLINK "http://www.adlnet.org/" ��http://www.adlnet.org/� 


� � HYPERLINK "http://ltsc.ieee.org/wg12/" ��http://ltsc.ieee.org/wg12/� 


� � HYPERLINK "http://www.okiproject.org/index.html" ��http://www.okiproject.org/index.html� 


� � HYPERLINK "http://www.opengroup.org/telcert/" ��http://www.opengroup.org/telcert/� 


� � HYPERLINK "http://www.uportal.org/" ��http://www.uportal.org/� 


� � HYPERLINK "http://www.sct.com/Education/products/p_l_index.html" ��http://www.sct.com/Education/products/p_l_index.html� 


� The Joint Information Systems Committee of the further and higher education funding councils of the United Kingdom.  This body is responsible for the national ICT infrastructure for universities and colleges in the UK, including the academic Internet (Janet) and nationally provided datasets.  It also runs a research and development programme to support the use of ICT in teaching, research and the management of colleges and universities.  See � HYPERLINK "http://www.jisc.ac.uk/" ��http://www.jisc.ac.uk/� 


� � HYPERLINK "http://www.jisc.ac.uk/programme_portals.html" ��http://www.jisc.ac.uk/programme_portals.html� 


� � HYPERLINK "http://www.portal.ac.uk/spp/" ��http://www.portal.ac.uk/spp/� 


� � HYPERLINK "http://www.fair-portal.hull.ac.uk/index.html" ��http://www.fair-portal.hull.ac.uk/index.html� 


� � HYPERLINK "http://www.elframework.org/" ��http://www.elframework.org/� 


� � HYPERLINK "http://www.e-framework.org/" ��http://www.e-framework.org/� 





Franklin Consulting

1

[image: image1]